
Azamat Erkinov 
San Francisco, CA ∙  azamat.erkinov@uni.minerva.edu ∙ +16287262106 ∙ LinkedIn Github 

EDUCATION 

Minerva University​ ​ ​ ​ ​ ​ ​ ​   ​ ​              San Francisco 
B.S. Data Science and Economics​ ​ ​     ​ ​      ​ ​      ​  Aug 2024 – May 2028 

EXPERIENCE 
 

ChatVLM​ ​ ​ ​ ​ ​ ​ ​ ​ ​          ​      Mountain View, CA 
Forward Deployed Engineer​ ​ ​ ​ ​            ​ ​    ​ ​       July 2026 - Present 

●​ Deployed quantized open-weight LLMs on-prem for 2 enterprise clients, cutting inference cost 62% and 
eliminating external data egress. 

●​ Built client-specific RAG pipelines over 400K+ documents (hybrid retrieval + reranking + citations), raising 
answer accuracy from 61% to 94%. 

●​ Shipped 3 MCP servers exposing client CRM, Postgres, S3, and internal APIs as governed tools, cutting 
integration build time from 3 weeks to 4 days. 

Safecast​ ​ ​ ​ ​ ​ ​ ​ ​ ​           ​                Tokyo, Japan 
Software Developer (part-time) ​​ ​ ​ ​ ​ ​ ​                     Jan 2025 – Present   

●​ Built an MCP-based AI assistant in the Safecast map for natural language queries over 200M+ radiation 
measurements, cutting time-to-insight from 4 minutes to under 15 seconds. 

●​ Engineered streaming API integration with scoped key management across 3 data services, holding p95 latency 
under 2s at 10K+ monthly queries. 

●​ Shipped neutrality guardrails and dual deployment modes (standalone + embedded), reducing speculative model 
responses 78% on a 500-query eval set. 

UL Solutions​ ​ ​ ​ ​ ​ ​ ​ ​ ​             ​               Fremont, CA 
AI Automation Intern​ ​ ​ ​ ​ ​ ​            ​ ​                Apr 2025 – Aug 2025 

●​ Built Python automation for wireless test execution, using INT8-quantized local LLMs for script generation, 
cutting setup time from 40 to 12 minutes. 

●​ Ran FCC Part 15 compliance testing across WiFi, Bluetooth, NFC, UWB, and wireless power, hitting 96% 
first-pass across 240+ variants. 

●​ Automated Excel-to-.docx reporting for 100+ test outputs, helping to cut manual work each time after tests are 
completed. 

International Space Alliance​ ​ ​ ​  ​            ​ ​   ​ ​       San Francisco, CA 
Machine Learning Intern​ ​ ​ ​ ​ ​ ​ ​ ​    Sep 2024 – Apr 2025 

●​ Engineered range.ai, a GenAI decision-support system, integrating OpenAI’s API and Hugging Face 
transformers to deliver evidence-based recommendations. 

●​ Integrated California-specific agricultural research to deliver accurate, evidence-based recommendations. 
●​ Conducted iterative prototyping and user testing, refining accessibility through farmer feedback. 

ACCOMPLISHMENTS 
 

●​ Winner, "Most Impressive Engineering Lift," c0mpiled-7 AI Hackathon (YC RFS), Tokyo (Mar 2026) — built Origin, 
a multi-agent AI hedge fund platform (LangGraph, AutoGen, FastAPI, Shisa-70B) cutting 10-K research loops to 12s.  

●​ AI Consensus - ran an international essay contest on AI safety, reaching 900 participants across 40  countries. 
SKILLS 
 

Technical Skills: Python, SQL, Next.js, HTML/CSS, GitHub, API, Large Language Models (LLMs), Prompt 
Engineering, AI Engineering, MCP, PyTorch, PostgreSQL, React. 

Languages: English (fluent), Russian (fluent), Uzbek (native) 
PROJECTS 
Matanataki Local RAG Document Agent — Built on-premise RAG agent (Python, LangChain, FastAPI) automating 
document synthesis and form filling, cutting manual processing time by 65% (saving 154 hours/week). 
 

AI Consensus Website (https://www.aiconsensus.org/) 

 

https://www.linkedin.com/in/azamat-erkinov/
https://github.com/Azamatprea
https://www.aiconsensus.org/
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